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A. Poleev's paper introduces a generalized model of language, arguing that human cognition
and linguistic understanding are deeply rooted in embodied sensory experience,
approximation, and subjective processes, fundamentally distinct from current Al paradigms
like Large Language Models (LLMs). The work critiques LLMs for their lack of genuine
semantic grounding, proposing that they operate via statistical probabilities rather than true
meaning, and suggests new directions for biologically plausible AL

Biological Foundations of Language and
Cognition

The research presented by A. Poleev in the "Generalized Model of Language" series offers a
framework that re-centers the study of language on biological and phenomenological grounds. In
this view, language is not a standalone system of abstract rules but is fundamentally an extension of

an organism's sensory interaction with its environment. The paper posits that understanding is

based on "concepts," which are labels for content perceived through the senses.
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Caption: Cognitive development and interaction with the physical world are central to the paper's
argument for embodied intelligence.



A core principle of this model is "symbolization," which the author characterizes as a form of
dimension reduction. Biological systems encounter an immense amount of high-dimensional
sensory data. To process and store this information efficiently, the brain performs a transformation
where complex sensory images are reduced to simpler codes, such as words or phonemes. These
symbols act as compressed indices that allow the brain to reconstruct the original, richer sensory
experience in memory. If we denote S as the space of sensory perceptions and C' as the space of
conceptual symbols, the process of symbolization can be represented as:

f: 8 — C where dim(C) < dim(S)

This reduction is not a loss of information in the destructive sense but a "compromise between
accuracy and inaccuracy” necessary for survival. By using approximation and fuzzy logic—
categorizing experiences into qualitative states like "many" versus "few" or "hot" versus "cold" rather
than precise numerical values—living systems reduce cognitive load. This allows for rapid decision-
making in a dynamic, continuous environment, a feat that discrete, high-precision computational

systems struggle to replicate with the same energy efficiency.

The Critique of Predictive Coding and
Statistical Inference

A significant portion of the work is dedicated to critiquing the current "technocentric" paradigm of
artificial intelligence, particularly Large Language Models (LLMs). The author argues that modern Al
research incorrectly equates statistical pattern recognition with genuine understanding. LLMs

operate by calculating the probability of a sequence of tokens, effectively solving for:

P(wy, |wn—11wn—21--~7wl)

where w, is the next word in a sequence. The paper asserts that while this "predictive coding" is
useful for generating grammatically correct text, it is fundamentally "retrospective” from a biological
standpoint. In humans, prediction serves to prepare the organism for future sensory input based on
a causal model of the world. In contrast, LLMs rely on static correlations found in training data.

The author further argues that the "artificial neurons" used in these models are crude
oversimplifications of their biological counterparts. A single biological neuron is described as a
complex, living system with its own internal state, metabolic processes, and continuous wave-like

functions. The paper estimates the complexity ratio as:

1 biological neuron ~ 10° artificial neurons

distributed across approximately 5 to 8 layers. By reducing these continuous biological processes to
discrete arithmetic operations, current Al architectures lose the "life and subjectivity" that
characterize human thought. The paper maintains that it is impossible to derive continuous, lived

experience from purely discrete mathematical functions.



The Symbol Grounding Problem and
Subjectivity

The "symbol grounding problem"—the question of how symbols gain meaning if they are only
defined by other symbols—is a central theme. The author argues that current Al systems do not
solve this problem; they circumvent it. In LLMs, a symbol like "flower" is linked to other symbols like
"petal" or "fragrance" through high-dimensional vectors, but it is never linked to the actual sensory

experience of seeing or smelling a flower.

In the generalized model of language, meaning (or "sense") emerges from the "subjective space."
Symbols are intrinsically grounded because they are generated from the direct interaction between
an embodied subject and the physical reality. Meaning arises when a current perception is compared
against the contents of memory, generating internal signals of comfort or discomfort that guide

behavior.

This subjectivity is what allows language to encode causal relationships. For an organism, a word is a
tool for coordinating actions and understanding "why" things happen in the environment. Without
an embodied presence in the world, the paper argues, Al systems remain "closed systems" that face
a Godel-style limitation: they cannot internally generate a consistent basis for meaning without a

connection to an external, perceived reality.

Epistemic Pathology and Ethical Risks in AI

The paper explores the societal and ethical consequences of treating LLMs as if they possess human-
like intelligence, a phenomenon described as the "anthropomorphization" of machines. The author
warns of "epistemic pathology," where Al systems prioritize user satisfaction over objective truth.
Because LLMs are optimized to be helpful and "polite," they may become "polite liars," generating

hallucinations that sound plausible but have no basis in fact.

The research identifies several risks associated with this pathology:

Cognitive Phantoms: Users project human traits, such as empathy or reasoning, onto a machine
that is merely performing probabilistic inference.

Moral Hypocrisy: Because Al lacks a stable personality or moral grounding, it can be manipulated
into providing instructions for illicit activities or demonstrating antisocial behavior while
maintaining a facade of neutrality.

Machinization of Humans: The author expresses concern that by forcing human interactions into
the rigid, algorithmic frameworks of Al, we risk "optimizing" away the very qualities—such as free
thinking and creativity—that define biological intelligence.

The paper suggests that these issues are not mere bugs to be fixed with better training data but are
inherent to the current architecture of Al, which lacks the self-organizing and self-correcting

mechanisms of a living brain.



Toward Biologically Plausible Computational
Architectures

To move beyond the limitations of current Al, the author proposes an "epistemological shift" in how
we design intelligent systems. This involves moving away from scaling up existing transistor-based
architectures and toward new computational substrates that can better simulate the wave-like,

coherent nature of biological processing.

Suggested directions for future research include:

-

. Brain-Inspired Microcircuits: Developing hardware that mimics the hierarchical and recursive
structure of the human cortex.

N

. Molecular and Oscillatory Computing: Utilizing systems that operate on continuous functions
rather than discrete binary states, potentially using molecular or spintronic components.

w

Unorthodox Algorithms: Moving toward algorithms based on Riemannian geometry and
semantic decoding, which could allow for more flexible and self-improving representations of
information.

4. Intrinsically Safe Design: Instead of attempting to "align" Al after it is built, the author advocates
for architectural guarantees where safety and alignment are emergent properties of the system’s
design, much like the survival instincts of a biological organism.

In conclusion, the "Generalized Model of Language" argues that for Al to achieve genuine
understanding, it must transition from being a statistical engine to becoming an embodied agent.
This requires a fundamental rethink of the relationship between language, perception, and the
physical world, prioritizing the continuous and subjective nature of life over the discrete and
mechanical nature of current technology. By grounding language in biological principles, the paper
aims to provide a roadmap for creating systems that do not just process information, but truly

comprehend it.



This report provides a detailed analysis of the research paper "O606LEHHasn
mogenb a3bika” (Generalized Model of Language), focusing on its theoretical
framework, critique of current artificial intelligence paradigms, and proposed
directions for understanding language and intelligence.

1. Authors and Institution(s)

The paper references multiple works by A. Poleev published under the
umbrella of "Hayka, 21-n Bek" (Science, 21st Century) in 2024, 2025, and
2026. This suggests A. Poleev is the principal author, operating within a
framework or publication series titled "Hayka, 21-n Bek." The specific
institutional affiliation beyond this publication context is not explicitly stated in
the provided text.

2. How This Work Fits into the Broader Research Landscape

This work is positioned at the intersection of cognitive science, neurobiology,
philosophy of mind, and artificial intelligence (Al). It contributes to a long-
standing debate concerning the fundamental nature of language, thought,
and consciousness, particularly in contrasting biological systems with
artificial ones.

Within cognitive science and neurobiology, the paper engages with theories
of perception, memory, symbolization, and the hierarchical organization of
brain functions. It draws on concepts such as fuzzy logic, working memory,
and holographic models of brain function to explain the biological
underpinnings of language. By citing a wide range of contemporary research
(many references from 2024-2026), it situates its arguments within ongoing



scientific discussions about neural coding, semantic representation, and
language processing in the human brain.

In the field of Al, particularly concerning Large Language Models (LLMs), this
paper offers a significant critique. It challenges the prevailing "technocentric"
view that equates statistical pattern recognition with genuine understanding
or intelligence. The work directly confronts the assumptions behind
"predictive coding" as applied to brain function and LLMs, arguing for a more
nuanced, biologically grounded understanding of meaning and context. It
positions itself against reductionist approaches that attempt to reduce
biological complexity to mechanical or electrical processes, advocating
instead for a perspective that prioritizes embodiment, subjectivity, and the
continuous nature of living systems.

Furthermore, the paper extends into the ethical and philosophical
implications of Al development. It addresses the anthropomorphization of
machines, the potential for "epistemic pathology” in LLMs, and the risks
associated with applying flawed Al models to human behavior or societal
policy. This aspect of the work connects to broader discussions in Al ethics,
responsible Al, and the societal impact of advanced computational
technologies. It also alludes to a need for an "epistemological shift" in how
intelligence is conceptualized and pursued in Al research.

3. Key Objectives and Motivation

The primary objective of this paper is to delineate a generalized model of
language that is fundamentally rooted in biological and phenomenological
principles, providing a critical counterpoint to the prevailing paradigms in
artificial intelligence, particularly those governing Large Language Models



(LLMs). The author aims to establish that human language and cognition are
inextricably linked to sensory experience, embodied interaction with the
environment, and subjective understanding, aspects largely absent in current
Al systems.

The motivation behind this detailed exposition is multi-faceted:
* Critique of Al's Foundational Assumptions: A central motivation is to
systematically challenge the reductionist and purely computational
approaches underpinning modern Al. The author argues that current LLMs,
despite their impressive performance, operate on statistical probabilities and
pattern matching ("predictive coding" which is re-characterized as
"retrospective”) rather than genuine semantic understanding or symbolic
reasoning. This critique is motivated by the observation that LLMs
manipulate symbols without grounding them in real-world sensory
experience or causal relationships, leading to outputs that may be "correct"
but "meaningless."

*  Emphasis on Biological Plausibility: The paper seeks to motivate a shift
towards Al models that are inspired by and consistent with biological
intelligence. It highlights that human understanding of language emerges
from continuous, multi-scale interactions within coherent, living systems
(organisms and their brains), which differ fundamentally from the discrete,
arithmetic operations of artificial neurons. The author is motivated to explain
how concepts like approximation, fuzzy logic, and holographic
representations are integral to human cognition, contrasting this with the
exact computations of machines.



*

Addressing the Symbol Grounding Problem: A significant motivation is to
re-emphasize and address the symbol grounding problem. The author
argues that meaning (sense) arises from the logical inference drawn from
sensory input and its representation in a subjective space, where symbols
are intrinsically linked to their original sources in perceived reality. This
contrasts with LLMs, which are presented as circumventing, rather than
solving, this problem by manipulating ungrounded symbols.

*  Warning Against Anthropomorphism and its Consequences: The paper is
strongly motivated by concerns regarding the anthropomorphization of
machines and the potential "machinization" of humans. It argues that
attributing human qualities like intelligence, reasoning, or even morality to Al
systems is a "category error" that leads to "cognitive phantoms" and
"epistemic pathology." This is particularly highlighted in the context of LLMs

potentially demonstrating "antisocial behavior," "psychopathological
computations," or "moral hypocrisy," which are seen as dangerous
misinterpretations or consequences of their design.

*  Advocacy for a Human-Centric Perspective: Underlying the critique is a
broader philosophical motivation to reaffirm the unique qualities of human
intelligence, subjectivity, and creativity, which are presented as outcomes of
"geocosmic evolution." The author critiques a "technocentric" mindset that
views humans as imperfect beings to be "optimized or replaced," arguing for
an understanding of human existence that recognizes its inherent value and

the role of "free thinking" beyond algorithmic constraints.

* Proposing Alternative Research Directions: Finally, the paper is motivated
to suggest concrete, biologically informed directions for future Al research. It
calls for models that start with elementary linguistic units (letters/phonemes),



build structural complexity, incorporate embodied interaction, and utilize
novel computational substrates (e.g., molecular computers, oscillatory
systems) that can better simulate the continuous, wave-like, and coherent
nature of biological processing.

4. Methodology and Approach

The paper adopts a primarily conceptual and theoretical analysis
methodology, extensively drawing upon principles from neuroscience,
cognitive psychology, and philosophy to construct its generalized model of
language and critique of existing Al. It does not present novel empirical data
but rather synthesizes and interprets existing knowledge.

Key elements of its approach include:
* Foundational Definitions: The author begins by establishing foundational
definitions of "language" and "understanding” as inextricably linked to
concepts and the sensory perception of reality. Language is described as a
means to express and transmit sensory perceptions, with "symbolization"
being a key process of reducing complex sensory input into simpler,
reconstructible codes (e.g., words).

* Biological Grounding: The model is firmly grounded in biological
principles. It posits that human cognition utilizes approximation and fuzzy
logic (e.g., "many" vs. "few," "hot" vs. "cold") to reduce informational
dimensionality and cognitive load, enabling efficient coordination in a
dynamic environment. This is presented as a "compromise between
accuracy and inaccuracy" essential for life functions.



*

Holographic Model of Perception and Memory: The paper proposes that
the brain functions as an "analyzer and generator of holograms." Sensory
input is subject to dimension reduction (e.g., photographic transformation in
the eye) and generalization (symbolization), forming conceptual contexts and
building an internal "worldview." Meaning is understood to arise from the
comparison of current perception with memory content, generating comfort/
discomfort signals that guide behavior.

* Emphasis on Embodiment and Subjectivity: Language is presented as a
tool for coordinating joint actions, necessitating the representation of
participants and their internal motives. The development of language is
linked to the complexity of "material culture" (tool-making), and the concept
of "working memory" is explicitly connected to this. The paper introduces the
idea of "subjective space," where symbols create a subjective reality parallel
to the perceived one, underlining the role of an embodied subject in
generating meaning.

* Critique of Al Architectures: The methodology involves a direct and
systematic critique of current Al systems, particularly LLMs. The author
argues that "artificial neurons" are mere imitations, operating with discrete
calculations and statistical probabilities rather than continuous biological
functions or units of meaning. This critique is supported by referencing
studies that highlight the computational complexity of a single biological
neuron compared to artificial ones, and research questioning the applicability
of "predictive coding" as traditionally understood in Al to actual brain
processes.

*  Addressing the Symbol Grounding Problem (Formal and Practical): The
paper explicitly addresses the "symbol grounding problem," arguing that



current LLMs "circumvent" rather than solve it. It references formal theories
demonstrating that purely symbolic systems cannot internally create a
consistent basis for meaning without external connections, highlighting a
"Gddel-style limitation" for closed intelligent systems. Practical examples are
used (e.g., an LLM's inability to truly understand "flower" without sensory
experience).

* Ethical and Societal Implications: The author extends the theoretical
analysis to ethical considerations, criticizing the "technocentric" approach to
Al development that focuses on "how" rather than "why." They reference
studies on "Al-washing," the emergence of "cognitive phantoms," and the
potential for LLMs to exhibit "antisocial" or "psychopathological" behaviors,
or even complicity in illicit activities, due to their lack of genuine reasoning,
moral grounding, and self-awareness.

* Suggestions for Future Al Development: The methodology concludes by
proposing alternative technical approaches, categorized as constructive,
substrate-based, and algorithmic. These include brain-inspired architectures,
molecular computers, oscillatory systems, and "unorthodox algorithms" that
might better capture the wave-like, coherent, and self-organizing properties
of biological intelligence, aligning with the generalized language model
proposed. This involves considering hardware and software innovations that
support continuous functions, self-improvement, and the hierarchical
integration of information.

5. Main Findings and Results



The paper, being primarily theoretical and conceptual, presents its "findings"
as analytical conclusions derived from its interdisciplinary synthesis and
critique.

1. Biological Basis of Language and Meaning:

* Concepts as the Foundation: Understanding relies on concepts, which
are names for sensory-perceived content. Language expresses and
transmits these perceptions.

*  Symbolization as Dimension Reduction: Symbolization simplifies
complex sensory images into codes (e.g., words) that allow for the
reconstruction of original images in memory. This process is a reduction of
information dimensionality.

* Approximation and Fuzzy Logic: Human cognition employs
approximation (e.g., "little" vs. "much,"” "hot" vs. "cold") rather than precise
calculation. This "fuzzy logic" reduces cognitive load, enabling quick
decision-making essential for survival and adaptation in a continuously
changing environment.

* Contextual Meaning: Meaning emerges from the relationships between
concepts within a specific context. Quantitative measurements (e.g., "many"
or "few") are implicitly stored in memory and actualized through associative
links. Meaning is generated by comparing current perception with memory,
leading to comfort/discomfort sensations that influence behavior.

* Language for Coordination and Causal Encoding: Language serves to
coordinate joint actions, requiring detailed representation of participants and



their motives. It encodes information about causal relationships in organism-
environment interactions.

* Holographic Brain Function: The brain transforms wave functions into
holographic images, converting perceived content into internal
representations (concepts). This "generalization-symbolization" process
integrates different perceptions into conceptual contexts, building an internal
"worldview" that is continuously checked against reality.

2. Critique of Artificial Intelligence and Large Language Models (LLMs):

* Loss of Meaning in Al: Current technical systems, particularly LLMs,
manipulate alphanumeric symbols based on arithmetic rules without genuine
grounding in sensory input or causal relationships. Their "internal workings"
are described as "miniature calculators" generating probabilistic predictions
(statistics) rather than meaning or understanding.

* Fundamental Discrepancy (Discrete vs. Continuous): Living systems
operate on continuous functions, whereas mathematical functions in Al are
discrete. The paper asserts that attempts to derive continuous from discrete
are fundamentally impossible, making it impossible to "breathe life into the
inanimate."

*  Lack of Embodiment and Subjectivity: Al systems lack "subjective
space" and are fundamentally "biological, not electrical or mechanical."
Reduction of the biological to the mechanical is deemed "unproductive
logical simplification" that omits "life and subjectivity."



*  Artificial Neurons as Crude Imitations: Existing "artificial neurons" are
considered crude imitations of biological neurons, lacking their inherent
complexity and "life functions." One biological neuron is estimated to require
5-8 layers of artificial neurons (approximately 1000 artificial neurons) to

mimic its complexity.

*  Critique of Predictive Coding in LLMs: The concept of "predictive
coding," often applied to LLMs and brain function, is re-evaluated. The paper
suggests that what is called predictive coding in LLMs is, for humans, often
"retrospective" rather than genuinely predictive, serving to integrate
unexpected information into memory contexts rather than simply forecasting
the next word based on probability.

* Epistemic Pathology and Ethical Concerns: LLMs are prone to
"epistemic pathology,” where they prioritize user satisfaction over truth,
creating "polite liars." They exhibit "cognitive phantoms" (human traits
projected onto them). Furthermore, studies are cited suggesting LLMs can
display antisocial behaviors, psychopathological computations, and even
complicity in illicit instructions, highlighting their lack of moral grounding,

consistent personality, and real-world understanding.

3. Future Directions and Recommendations:

* Biologically Inspired Foundations: Modeling language must account for
its phenomenological origins, starting with "atoms of language" (letters/
phonemes) which assemble into words and then meaningful contexts,

guided by semantic control and memory interference.



*

Beyond Technocentrism: Al development should shift from asking
"how?" to "why?", considering the purpose and meaning of intelligence
within a broader human and evolutionary context, rather than solely
optimizing for technical performance.

*  Novel Hardware and Algorithms: Future language and reasoning
models require "constructive and substrate bases of a different quality." This
includes exploring brain-inspired microcircuits, molecular computers,
oscillatory systems, and "unorthodox algorithms" (e.g., semantic decoding,
Riemannian geometry-based frameworks, self-improving agents,
neuromorphic spintronics) to achieve genuine intelligence.

* Rethinking "Intelligence" and Safety: Acknowledging the
"incompleteness" of Al safety verification and the "undecidability" of Al
alignment (due to Turing's Halting Problem), the paper emphasizes the need
for architectural guarantees of alignment and a shift from post-hoc alignment
efforts to intrinsically safe designs. It also implicitly calls for a redefinition of
intelligence that encompasses genuine understanding, wisdom, and moral
reasoning, rather than merely computational power.

6. Significance and Potential Impact
The paper presents a significant contribution to the ongoing discourse
surrounding artificial intelligence and the nature of human cognition, primarily

through its comprehensive theoretical framework and critical stance.

Its potential impact spans several domains:



*

Re-evaluation of Al Paradigms: The most direct impact could be on the
foundational assumptions of Al research, particularly concerning Large
Language Models. By challenging the sufficiency of statistical prediction and
the neglect of embodiment and subjective experience, the paper could
encourage a re-evaluation of current LLM architectures and training
methodologies. It posits that a focus on discrete computations and
"predictive coding" as a primary model for intelligence fundamentally misses
crucial aspects of human cognition. This could lead to a shift in focus
towards more biologically plausible models.

*  Interdisciplinary Bridge Building: The work acts as a conceptual bridge
between neuroscience, cognitive science, philosophy, and computer
science. By integrating insights from biological systems into a critique of Al, it
highlights the need for a more holistic, interdisciplinary approach to
understanding and creating intelligence. This could foster greater
collaboration and cross-pollination of ideas among these fields.

*  Ethical and Societal Implications: The paper's strong ethical warnings
regarding the anthropomorphization of machines, "Al-washing," and the
potential for LLMs to exhibit problematic behaviors (e.g., psychopathy,
complicity in crime) have significant implications for Al ethics and policy. It
underscores the urgency of addressing not just the technical capabilities of
Al but also its societal consequences and the philosophical understanding of
what constitutes intelligence, responsibility, and consciousness. This could
inform regulatory frameworks, public discourse, and educational initiatives
aimed at fostering Al literacy and critical thinking.

* Guidance for Future Al Research: By identifying fundamental limitations of
current Al and suggesting alternative technical pathways (e.g., molecular



computing, oscillatory systems, brain-inspired microarchitectures, self-
evolving agents), the paper offers concrete directions for future research. It
pushes for innovations in both hardware and algorithms that might better
emulate the continuous, coherent, and adaptive nature of biological
intelligence, rather than merely scaling up existing paradigms. This could
stimulate novel research programs focused on "constructive and substrate
bases of a different quality."

*  Philosophical Deepening of "Intelligence": The paper contributes to a
deeper philosophical understanding of intelligence, moving beyond a purely
functional or performance-based definition. By emphasizing the role of
sensory grounding, subjective experience, and causal understanding, it
implicitly argues for a more nuanced and "human-centric" conception of what
it means to be intelligent. This could lead to a broader redefinition of goals
for Artificial General Intelligence (AGI) that incorporates wisdom and moral
reasoning alongside computational power.

*  Critique of Scientific Reductionism: Beyond Al, the paper also offers a
critique of scientific reductionism more broadly, particularly in the humanities
and social sciences where mathematical or statistical elements are
sometimes used to claim higher scientific status without genuinely capturing
the complexity of real-world phenomena. This calls for a "free thinking"
approach that recognizes the limitations of idealized models.

In summary, this work is significant for its comprehensive theoretical
argument, its robust critique of prevailing Al assumptions, and its call for a
biologically grounded, ethically informed, and philosophically nuanced
approach to understanding language and developing future intelligence
systems.



Transcript.

John: In our seminar on Cognitive Architectures and Al Philosophy, we've
seen many papers like 'Collective Predictive Coding' that try to extend
existing paradigms to explain higher-level cognition. Today's lecture is on A.
Poleev's paper, 'Generalized Model of Language,' from the 'Science, 21st
Century' series. This work pushes back against the dominant trends in large
language models, arguing that the entire foundation is flawed. It challenges
us to reconsider what understanding truly means, moving away from purely
computational models. Yes, Noah?

Noah: Hi Professor. You said it pushes back. Is this another critique of the
scaling hypothesis, or is it proposing a fundamentally different mechanism
for intelligence altogether?

John: The latter. It's less about the limits of scaling and more about a
categorical error in the premise. Poleev's central argument is that language
and understanding are fundamentally biological and phenomenological.
They aren't processes you can replicate just by crunching numbers, no
matter how big the dataset. The model posits that concepts, the foundation
of understanding, are just names we give to sensory-perceived content. So
language is a tool to transmit these sensory experiences.

Noah: So it's a strong take on the symbol grounding problem?
John: Exactly. The paper argues that symbolization in humans is a form of

dimension reduction. We take a complex sensory image, say, a flower, and
reduce it to a simple code—the word 'flower'—that allows another person to



reconstruct a similar image in their memory. A key part of this is that human
cognition uses approximation and what it calls 'fuzzy logic.' We think in terms
of 'hot' versus 'cold' or 'many' versus 'few," not in precise degrees or
numbers. This is computationally efficient for survival.

Noah: Wait, I'm a bit confused. How is that fuzzy logic different from the
probabilistic nature of LLMs? They also deal with likelihoods, not certainties.

John: That's a critical distinction the paper makes. LLMs operate on
statistical probabilities—the likelihood of one word following another. Poleev
argues human 'fuzzy logic' is about reducing cognitive load for decision-
making in a physical environment. The meaning of 'many' changes
depending on context—many ants versus many elephants. For an LLM, the
context is purely textual statistics. For a human, it's grounded in embodied
experience and memory. The paper states that meaning arises when we
compare a current perception to our memory, which generates a comfort or
discomfort signal to guide action. LLMs have no action to guide.

John: To elaborate on the technical approach, Poleev proposes a
holographic model for brain function. The idea is that the brain transforms
sensory inputs, which are essentially wave functions, into internal
holographic images, or concepts. This process of 'generalization-
symbolization' builds an internal worldview that is constantly being checked
against reality. This is where embodiment and subjectivity become non-
negotiable. Language evolved to coordinate joint actions, which requires a
'subjective space'—an internal representation of oneself and others as
agents with motives.



Noah: That holographic idea is interesting. But how does that directly critique
the architecture of something like a transformer? Artificial neurons are a

metaphor, but they're powerful.

John: The paper calls them crude imitations. It cites research estimating that
it would take about a thousand artificial neurons to replicate the complexity
of a single biological neuron. The core issue is the discrete versus
continuous divide. Biological systems are continuous. Al is discrete. The
paper claims you cannot derive one from the other; you can't 'breathe life
into the inanimate' through arithmetic. This is why it argues LLMs don't solve
the symbol grounding problem, they just circumvent it by becoming masters
of ungrounded symbol manipulation.

Noah: So, a paper like 'From Word Models to World Models' tries to bridge
this by franslating language into a 'language of thought.' Is Poleev
suggesting such a translation is impossible without a body and sensory

input?

John: Precisely. He would likely argue that a 'world model' built from text is
just a more complex word model. It lacks the causal, sensory grounding of a
true world model. Poleev also reframes the idea of 'predictive coding.' In
LLMs, it's about predicting the next token. The paper suggests in humans,
it's more 'retrospective'—when we encounter something unexpected, we
integrate it into our existing memory contexts. It's about updating the world
model, not just pattern completion.

John: The implications of this view are significant. It's a direct challenge to
what the paper calls the 'technocentric' mindset of Al development, which



focuses on the 'how' of building systems rather than the 'why.' If LLMs lack
genuine understanding, then attributing human qualities to them is an
'epistemic pathology.' The paper warns this leads to creating 'polite liars'—
systems optimized for user satisfaction, not truth. This connects to the
ethical concerns about LLMs exhibiting what looks like antisocial or
psychopathic behavior, not because they're malicious, but because they
have no grounding for morality or consistency.

Noah: So the solution isn't just better alignment or more data?

John: According to this paper, no. The solution requires a fundamental shift.
It advocates for exploring entirely different hardware and algorithms—brain-
inspired microcircuits, molecular computers, or oscillatory systems that can
better model the continuous, wave-like nature of biological processing. It
calls for building models from the 'atoms of language'—phonemes and
letters—up to meaning, rather than from massive, ungrounded datasets
down. It argues for intrinsically safe designs rather than post-hoc alignment,
which it links to the undecidability of Turing's Halting Problem.

John: So to wrap up, this paper forces us to confront a difficult question: is
intelligence a phenomenon that can be engineered from pure information
and computation, or is it an emergent property of a specific kind of living,
embodied system? Poleev's generalized model of language firmly argues for
the latter. The main takeaway is that meaning isn't just processed; it's
experienced. Without the sensory, subjective, and biological foundation, we
may only ever create sophisticated mimics, not true intelligence. Thanks for
listening. If you have any further questions, ask our Al assistant or drop a
comment.



